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1. Introduction

The STAIR (STanford AI Robot) project aims to build a broadly competent “office assistant” robot that includes a spoken dialogue interface.  The robot has limited capabilities, so it is only intended to handle a small set of utterance types, such as introductions, simple inquiries, and requests to fetch objects or deliver messages.  Still, language understanding (extracting the semantic content of a human utterance) is difficult because people use a variety of words and sentence forms to express their intentions, and disfluencies or automated speech recognition (ASR) errors may occur.

To address the language understanding problem for this task, we built a PCFG-based semantic parser for transcriptions of utterances.  Given a string of text from the ASR component, our parser extracts the appropriate semantic values or indicates that it could parse the utterance.  A probabilistic approach is ideal for this task, where confidence margins from the speech recognition and language understanding components could be combined, influencing the robot’s decisions appropriately.  
Our semantic parser is trained from a treebank of command utterances, tagged with our hand-crafted semantic labels.  Because no such treebank currently exists, we used automated methods to construct an artificial treebank so that we could test our semantic parser.  In the constrained time framework for this project, we limited our attention to the most essential type of command: commands for the robot to move.

In this paper, we describe our methodology in designing, training and testing our semantic parser, and discuss our promising test results.  Finally we suggest future improvements to the system.

2. Methodology

2.1  Frame and Slots Model

We used a standard “frame and slots” model to represent the semantics of utterances.  We had three frames: “Macro Moves” (moves from one room or place in the building to another, requiring planning and a sequence of movements); “Micro Moves” (moves of short, simple distances); and “Control” (halting or restoring movement).  The frames and their slots are shown in Figure 1.
	Frame
	MacroMove
	MicroMove
	Control

	Slots
	Destination: holds either a room number or a named place (e.g., “front lobby”) that can be converted to a room number from a building map
	Direction: e.g., forward, back, left, right, around
Distance: holds a number and a unit of distance (e.g., feet)
	CommandWord: e.g., stop, wait, cancel, go, ok, continue


Figure 1: Frames and Slots Used By the Semantic Parser

2.2  Semantic Grammar

To extract the semantic contents of an utterance, we adapted our PCFG parser from CS224N Assignment 3.  Our new parser still builds parse trees for sentences in the style of the Penn Treebank; however, all the labels used to annotate the sentences represent semantic functions rather than syntactic functions.  To accomplish this, we trained the PCFG parser on a corpus/treebank of semantically-annotated robot-command utterances.  

Just as the rules for Treebank-style annotation are explicitly defined so that human annotators have a model to follow (Bies et al. 1995), we defined our semantic labels and production rules explicitly in a handwritten CFG with 32 nonterminals/labels and about 260 production rules (including preterminals and lexical productions).  (As discussed below, we later adapted this to a PCFG for building random annotated sentences for the artificial corpus.)  Naturally, the frames and slots in Figure 1 appear as nonterminals in this semantic grammar.  In order to recognize complete sentences and possibly succeed in the face of disfluencies or recognizer errors, the semantic grammar also includes constructions for functional words (e.g., “go to the”; various ways of forming numbers), politeness and robot addressing words (e.g., “robot could you please”), and meaningless words (e.g., “uh”; any word not known to the system).
2.3  Filling Slots From the Parse Tree

To generate the correct command sequence, we pass the predicted parse tree into a command extraction function, which traces the tree via a depth first search and looks for any command in its list of valid commands.  Once it has found a command, it gives default values to each parameter (because, for example, someone who says “Move!” probably doesn’t want the robot to sit still just because they didn’t specify how far to go or in what units).  The extractor then looks at the children of that command node to find out if any values were given to overwrite its defaults.  Defaults for MacroMove and Command are to not move, and the default for MicroMove is to go 5 feet forward (to handle the “Move!” example).


How this is handled if different for each command, for example the MacroMove command must decide if it was specified to go to a specific room, or to a named place (e.g., “Christopher’s office”).  If it was given a named place as a destination, it then looks through a known list of places to get a floor and room location for that place.  On the real robot, a search which brings back an unknown location could indicate that the robot should prompt the user, e.g., “I’m sorry, I don’t know where Christopher’s office is.  What is the room number?” which it can then add to its list.  Either way, it then has a room number which it can then go to.  Of course the room number, if given directly, will come in as a string sequence, e.g., “two hundred twelve,” but others have studies robust string to integer translation so we focused on the semantic grammar aspect instead and left these numbers in string form.


In this manner, the varied tags which result from parsing the sentence are resolved into a standard format with all slots needed to execute the command filled in.  Thus, MacroMove will have a filled Destination (i.e., RoomNumber) tag, MicroMove will have filled Direction, Distance and Units tags, and Command will have a filled CommandWord tag.  Currently, our parser leaves this output in a Tree<String> form for ease in display and testing, with an Next tag the only optional tag of a command, which handles sequences of commands in a sentence.  From here, translating to a form more readily consumed by the robot would be trivial.

2.4  Artificial Corpus
Accurately training a PCFG requires a sufficiently large treebank.  Unfortunately, no such semantic-annotation robot-commands treebank exists, and the limited time frame of this project could not have allowed us to assemble a corpus of actually-occurring human-robot commands, much less hand-annotate them.


For this reason, we implemented an automated treebank builder.  The builder accepts as input a PCFG specially formatted in a text file.  The format, like the Treebank format, requires that all preterminal-to-word productions be unary.  The builder then produces random trees, starting with the sentence root tag and then choosing production rules for nonterminals according to their probabilities until only terminals (i.e., words) are left.  The builder then writes each tree to a separate text file in Treebank parentheses-bracketed style—the format that the Assignment 3 PCFGParserTester was designed to train from.

The handwritten PCFG we used with our automated builder does not produce very many realistic-looking sentences.  After all, human speech, as a general rule, is context-full.  However, this does not impede our project, for two reasons.  First, this is only a placeholder until such time as an authentic command treebank is available.  Second, since we are simply using this artificial corpus to train a PCFG, the nonsensical word sequences.  (Conversely, we note that this artificial corpus would be a poor choice for training an n-gram language model.)
3.  Evaluation
3.1  Testing


Now interestingly, unlike in the full parse approach, we don’t really care exactly how the parser labels the sentence, only that it gets the important labels correct.  Thus, a sentence is considered to be correctly parsed if the parsing generates the same command that the correct labels for the sentence would give.


To evaluate the performance of the semantic parser, the parse tree it generates is extracted to produce the command sequence tree, as is the hand-labeled gold standard tree.  We then compare the two command sequence trees, using a simple Commands Missed metric to evaluate performance.  That is, if the gold standard says the command was “MicroMove back five feet,” but the parser instead predicts “MicroMove forward five feet,” then we count that at 1/3 of a miss (as there were three slots needed to do the move and the parser got one wrong).  Of course, if the parser predict an entirely wrong move, that counts as one full miss.


We then evaluate the average rate of missing a command, as well as the raw number of commands missed, on a hand-written test set of sentences (written to represent reasonable , as well as seeing what was predicted on a set of commands which are raw generated from the PCFG random sentence builder, to see that it’s doing a reasonable job even if the sentence is unreasonable.
3.2  Results

On the set of good sentences, we achieved a accuracy of 92.5%, with only 1.5 missed commands in 20.  Interestingly, increasing the test set too much gave worse performance, as we began to over fit to the nuances of the CFG used to generate all the training set.
3.3  Discussion

The two errors we made are as follows, with both the full parsed sentences and their extracted commands.
Guess:

(ROOT

  (S

    (MacroMove

      (RobotAddress

        (RobotName (RobotNameWord robot))

        (Politeness

          (PoliteWords (PoliteWord will) (PoliteWord you) (PoliteWord please))))

      (MacroMoveWords (MacroMoveWord go) (MacroMoveWord to))

      (Destination

        (NamedPlace (WordThe Sebastian's) (NamedPlaceWord room))))))

Gold:

(S

  (MacroMove

    (RobotAddress (RobotName robot)

      (Politeness (PoliteWord will) (PoliteWord you) (PoliteWord please)))

    (MMWords (MMWord go) (MMWord to))

    (Destination

      (NamedPlace (NamedPlaceWord Sebastian's) (NamedPlaceWord room)))))

Guess Command Tree:

(MacroMove (Floor ) (Room ))

Gold Command Tree:

(MacroMove (Floor 1) (Room 152))

Guess:

(ROOT

  (S

    (MacroMove

      (RobotAddress

        (Politeness

          (PoliteWords (PoliteWord hey)))

        (RobotName (RobotNameWord robot))

        (Politeness

          (PoliteWords (PoliteWord please))))

      (MacroMoveWords (MacroMoveWord go) (MacroMoveWord to))

      (Destination

        (Room

          (RoomID (RoomIDWord room))

          (RoomNumber (NumberWord one) (NumberWord thirty) (NumberWord nine) (NumberWord for)))

        (ExtraWords (ExtraWord me))))))

Gold:

(ROOT

  (S

    (MacroMove

      (RobotAddress

        (Politeness (PoliteWord hey))

        (RobotName robot)

        (Politeness (PoliteWord please)))

      (MacroMoveWords (MacroMoveWord go) (MacroMoveWord to))

      (Destination

        (Room (RoomID room)

          (RoomNumber (NumberWord one) (NumberWord thirty) (NumberWord nine))))

      (Politeness (PoliteWord for) (PoliteWord me)))))

Guess Command Tree:

(MacroMove (Floor 1) (Room one thirty nine for ))

Gold Command Tree:

(MacroMove (Floor 1) (Room one thirty nine))


Note that although we were extremely close to having the correct parse in each instance, and essentially missed by only one word.  We mislabeled Sebastian’s as a superfluous word, and thus did not recover the correct named place, and mislabeled “for” as a NumberWord (to be robust to the ASR’s utterance transcription, the semantic parser must recognize both “for” and “four” as potential numbers).  However, in each the overall structure was correct, and the overall results were extremely good, especially considering that our training set is just what is spit our by the CFG, which is often a very unrealistic command formulation.
Also, note our two mistakes in labeling.  In each instance, one superfluous word was thrown in to a wrong label.  Perhaps what can be done here is to recognize that some labels represent a restricted domain space, specifically NumberWord and WordThe, and, over a real corpus, after computing word level statistics, don't smooth certain labels which have an extremely restricted domain space.  By doing so, we could essentially impose a prior over these domains that their domain is extremely restricted and highly unlikely to include words not seen in the training set.
4. Future Work

4.1  Markovization in the Semantic Parser PCFG

As shown in Assignment 3, applying vertical or horizontal markovization can improve the performance of a PCFG parser.  For our tests, we used no vertical memory and infinite horizontal memory (the default state of a PCFG) and did not have time to implement them, but we offer our predictions here.

Adding vertical memory exacerbates data sparsity, so it probably would not be advisable here unless it was done on a very limited scope.  For instance, for the NumberWords label, knowledge of the command type to which this number belongs could greatly affect the probabilities of the numbers, e.g., small numbers for MicroMove distances and large numbers for room numbers.
Decreasing horizontal memory ameliorates data sparsity, so it could be very useful here.  For instance, this could help with nonterminals with a large number of minor variations in the order of nonterminals yielded, such as MacroMoveWords, shown below:
MacroMoveWords -> MacroMoveWord

MacroMoveWords -> MacroMoveWord MacroMoveWord

MacroMoveWords -> MacroMoveWord MacroMoveWord MacroMoveWord 
...
MacroMoveWords -> ExtraWords MacroMoveWord 

MacroMoveWords -> MacroMoveWord ExtraWords 
...
MacroMoveWords -> ExtraWords MacroMoveWord MacroMoveWord ExtraWords 

Horizontal markovization with a memory distance of one or two previous siblings would simplify this grammar, reducing data sparsity and also making parsing more efficient.

4.2  Multiple Commands Per Utterance
We had planned to allow for multiple commands in a single utterance using a “NextCommand” tag, which would allow the semantic parser to successfully recognize such compound utterances as “go to the lobby and then go to room two hundred” or “go to my office and wait there.”

4.3  Gathering a Real Corpus
As discussed above, we generated an artificial corpus/treebank of real human-robot commands.  In the future, we will obviously need to have real data, which we could acquire either when the STAIR robot is deployed in trial runs, or by simulating interaction with human testers.  Crucially, we must build a treebank of utterance transcriptions from the ASR system, since the output of the ASR system will be the sentences that the semantic parser must handle, and the PCFG probabilities must be trained accordingly.
4.4  Integration with Dialogue System
Ultimately this parser will be part of the robot’s dialogue system, where the semantic values extracted would be used by the dialogue manager to choose a verbal response (e.g., a clarification if the room number was not heard) or take an action (e.g., begin moving).  The parser’s confidence (the probability of the semantic parse) could influence the dialogue manager’s decision. 
4.5  Incorporating Speech Recognizer Probabilities
Our PCFG parser could have an excellent benefit if the ASR component, instead of offering the single most probable transcription of an utterance, returns “n-best” or “n-good” transcriptions and their relative likelihoods.  Our PCFG parser could then find “n-best” or “n-good” semantic parses for each candidate transcription, combine probabilities, and return the overall most likely semantic values.  This approach would make the system extremely robust to language variation by the speaker and ASR errors – even if several words are missing or misrecognized, if at least one of the “n-good” transcriptions has the key information (e.g., the destination room number), the semantic parser should weight that useful finding highly enough to succeed.
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